Background
Accurate and unbiased estimates of energy efficiency (EE) impacts are critical for utility program staff, third-party program implementers, and regulators. San Diego Gas & Electric (SDG&E) currently uses the CalTRACK Version 2.0 method (CalTRACK) to estimate avoided energy use for its energy efficiency (EE) programs based on the Population-Level NMEC (normalized metered energy consumption) methodology. The Population NMEC method relies on whole-building site-specific electric consumption interval data to estimate the savings associated with the installation of an individual or multiple energy efficiency measures (EEMs) at the site that is paired with typical and historical weather data to derive normalized energy savings. 
A notable feature of the CalTRACK method[footnoteRef:1] is the lack of comparison groups to adjust the energy savings baseline and normalize the savings estimate for factors beyond weather. This method relies almost exclusively on weather normalization and effectively assumes that the only difference between the pre- and post-intervention periods is weather and the installation of EEMs. Such an assumption has always been presumptive, given the frequency of other changes in energy consumption that can occur at a site, such as occupancy changes or installations of other end uses. Essentially, the challenge of such an evaluation framework is that it cannot effectively accommodate changes in energy consumption that are uncorrelated with weather or treatment. The COVID-19 pandemic demonstrated the degree to which methods without comparison groups are susceptible to estimation error when systemic non-routine events occur.  [1:  See http://docs.caltrack.org/en/latest/methods.html for more detail.] 

Given the changes in energy consumption that have occurred over the course of the COVID-19 pandemic, the need for alternative approaches to CalTRACK and similar, simple pre-post regression methods for estimating EE impacts is paramount. While adding comparison groups typically improves the accuracy of these energy saving estimates, there are three, main logistical challenges:
[bookmark: _Toc79762913]Privacy of non-participant customer data. Current California laws and regulation exist to protect the privacy of AMI/smart meter data for individual customers[footnoteRef:2]. While EE program participants consent to sharing their consumption data for the purposes of evaluation and settlement, no such agreement exists for non-participants. The regulations limit the ability to use non-participant data for settlement of pay-for-performance programs and create tradeoffs between accuracy, transparency, and access to data, particularly for third-party program implementers. Relatedly, disclosure of participant and non-participant consumption data in any public setting is limited to aggregations of customers that do not violate the 15/15 rule. This rule requires that any public disclosure of consumption patterns be aggregated such that at least 15 customers are included in the aggregation and that no one customer makes up more than 15% of the total consumption.  [2:  Including CPUC Decision D.97-10-031 (1997) Direct Access Proceeding (15/15 rule), Senate Bill No. 1476 (2010) Chapter 5 Privacy Protections for Energy Consumption Data, and CPUC Decision D.14-05-016 (2014) Decision Adopting Rules to Provide Access to Energy Usage and Usage-related Data While Protecting Privacy of Personal Data (2014)] 

Transparency Challenges. Many evaluation methods that rely on a comparison group require extensive calculation in order to construct the comparison group from a large pool of eligible non-participants. Additionally, they require familiarity with statistical matching methods and access to high-powered servers with statistical applications to produce the matching variables and construct the comparison groups. This complex system, when operated by an experienced statistician, can result in precisely-matched comparison groups. However, it can hinder independent review and/or replication of the findings. Transparency is limited further if reviewers or implementers do not have access to the non-participant data due to privacy concerns.  
Complexity and frequency. SDG&E and third-party EE program implementers target a wide range of customer segments and geographic areas. Program enrollment occurs throughout the year and different customer sites have unique pre-intervention periods used for baseline periods. Because developing comparison groups typically relies on finding non-participants with similar consumption profiles and demographic indicators during pre-intervention periods, it can require constructing distinct comparison groups for each implementer, participating customer segment, and treatment period; a proposition that adds complexity to existing program administration processes. 
To address these concerns, SDG&E has implemented profiles of aggregated groups of non-participants, called granular profiles (GPs). These profiles are comprised of 200 or more non-participant premises that have similar characteristics or segmentation. These profiles are hourly aggregations of actual historic consumption for groups of customers. Because these profiles are reliant on actual consumption patterns of non-participants, they can account for exogenous changes in energy use when combined with participant consumption and treatment data. 
This document provides the methodology for the construction of the granular profiles for SDG&E, with particular focus on how segmentation is developed. 
Granular Profile Construction
The procedure to generate the granular profile relies on identifying eligible premises that are not enrolled in any energy efficiency programs, applying additional eligibility, size, and volatility screens, then aggregating granular consumption data according to pre-specified segmentation. 
Define the segmentation Strata
Commercial
Commercial granular profiles reflect the diversity of industries in SDG&E’s territory. The commercial segmentation strategy involves segmenting customers into sizes and industries within a climate zone group.
Climate Zone Groups
Commercial granular profiles are produced for each of the two climate zone groups:
1. Coastal (Zones 1, 3, and 5)
2. Inland (Zones 2 and 4)
Industry
Industry mapping is done on the basis of premise NAICS codes and includes mapping for the groups listed in Table 1. 
[bookmark: _Ref113451891]Table 1: List of Commercial Granular Profile Industry Segments
	Agriculture and Pumping
	Lodging

	Automotive
	Manufacturing

	Construction
	Office

	Education
	Personal Care Services

	Full Service Restaurants and Bars
	Property Management

	Gas Stations and Convenience Stores
	Religious

	Government-Institutional
	Retail

	Grocery
	Transportation, Communications, and Utilities

	Health
	Warehouse

	Limited Service Restaurants
	


Customer Size
Commercial customers are divided into two size bins: small and medium/large. This distinction comes from the SDG&E customer size classification.
Profiles are constructed for each customer size, provided that there are enough customers in the industry, size group, and climate zone group to support it. In cases where there are not enough customers to have separate small and medium/large size bins for a given industry and climate zone group, the groups are combined across customer sizes as shown in green in Table 2. 
[bookmark: _Ref113549757]Table 2: Commercial Customer Counts and Combined Industry/Size Segmentation
[image: ]
Sample GP participants for Each Segment
Valid Granular Profile Participants
The initial production of granular profiles relies on identifying valid premises that can be sampled in to the profiles. Additionally, sites should be screened every month to ensure they still meet the criteria defined in Table 3. 
[bookmark: _Ref113550343]Table 3: Granular Profile Candidate Exclusions
	Electric Exclusions

	Commercial
	Full panel of data for the prior year
No DERs (solar, battery, or other) onsite
No EE participation in the last 12 months


 
Additional construction and validation were done to produce the new granular profiles, which are described below. 
Removing Large/Influential Sites
Any commercial premise with greater than 5% of the total consumption in that segment was removed. 
Selecting Primary Granular Profile Participants
Once outliers were removed, 200 commercial premises were randomly sampled within each segment to produce the primary premises for the granular profile. If there were not enough premises in the segment, all customers were selected. This only occurred for a small subset of commercial industries. 
Picking Alternate GP Participants
A feature of the GP production process is pre-selecting sites that will be used to replace any premises that violate the eligibility criteria at any future point. The alternates are selected from the same set of premises and have the same size restrictions applied. The alternates are selected for each GP participant to closely match the existing premises on the basis of annual kWh. That is, for each primary premise, a list of five alternate premises are developed that are as close as possible in size to the primary customer. An alternate premise can act as an alternate for multiple primary premises. More detail about the substitution procedure for primary GP participants can be found in Section 3. 
Get AMI data for the extract of sampled sites & Screen outLiers
The initial sample of granular profile candidates were screened to have a full panel of data during the prior year. Large sites were removed from each granular profile segment, however individual reads for primary participants will also be removed. These reads, which may contain spurious meter reads are identified based on the 3rd and 97th percentile of that premise’s full year of data. Reads that were removed were those with greater than 3 times the 97th percentile or:
Less than 0 net kWh for non-solar customers, or
Less than 3 times the 3rd percentile for solar customers. As solar customers will have negative net kWh reads, this screen removes large negative readings. 
Aggregate to a single time series per segment
For the primary premises, the valid net meter reads (that is, delivered minus export channels) were averaged for each segment, date, and hour. The final dataset contains each granular profile, a date and hour indicator, and both an average customer consumption read and count of valid premises that reading contains. 

[bookmark: _Ref113551886]Granular Profile Maintenance
This section documents the updates to the granular profile maintenance process that will be put in place. 
Monthly Maintenance
Each month, granular profile primary premises and all alternates should be assessed to determine if they are still eligible to be part of the profile. This involves determining if any site now no longer meets the criteria outlined in Table 3. If any primary premise no longer meets these criteria, an alternate will be selected from the pre-defined list. The specific steps for this replacement procedure is as follows:
1. Start with the file containing current primaries and all assigned alternates
2. Identify any primaries and all alternates that are now ineligible 
3. For those that are ineligible, assign their most similar eligible alternate to be the new primary
4. Go through the list of new primaries and ensure there are no duplicates
· This may happen because a secondary can be assigned to multiple primaries and could then be substituted for both if they both become ineligible
· If any duplicates occurred, drop the primary for all after the first occurrence of the customer and pull in the next alternates
5. Repeat the process until all primaries are unique
6. Update the list of alternates to remove the premises that have been promoted to primaries. 
Once the list of primaries has been updated, the new month of AMI data can be produced. When new premises are added to the primary list for a given segment, AMI data for the old primary should be truncated at the end of the prior month. That is, if during the September 2022 update to the granular profiles, it was found that a primary customer installed solar at their site as of August 15th, their AMI data should run through July 31st, and their selected alternate’s data should be substituted starting August 1st. The application of outlier screenings to the new AMI data should still apply as all primaries and alternates are required to have a full year of data from which to do segmentation and assess customer volatility. 
Monthly Validation
As part of the updated granular profile production process, additional validation of each profile is done on a monthly basis. The checks are detailed in code, but contain:
1. Visual inspection of profile loads for any trends, outliers, etc.
2. Flagging any observation that has less than 90% of the target number of participants (e.g. fewer than 180 premises for commercial profiles which should contain 200 premises each)
3. Flagging any observation that violates a temperature-load trend (using local regressions to highlight major deviations in average daily consumption)
4. Flagging any observations that violate short-term trends in daily consumption (using local regressions to highlight major deviations over time)
5. Assessing any profiles or dates with multiple flags (typically more than 5% of days having one or more flag)
In the case of concerns with a given profile, the underlying profile data should be investigated to see if there is a specific primary premise creating the issue. In that case, that premise may be substituted with a valid alternate. 


Use in Estimation of Population NMEC Savings
The premise-level regression incorporates standard temperature, season, day-of-week and hour features, but adds in one or more aggregated profiles of hourly consumption of non-participants as additional explanatory variables. When included in the regression, these profiles allow exogenous factors that influence energy use to be accounted for in the model. Profiles are made of customers who have not installed energy efficiency measures over the evaluation and uses the same time basis as the participant’s consumption. That is, if the participant’s baseline period spans January 1, 2021 to December 31, 2021 and their post-treatment period goes through December 31, 2022, the granular profiles that would be used would also span from January 1, 2021-December 31, 2022. 
A typical regression specification for this approach is shown in Equation 1, with terms explained in Table 4. This regression would be used in the baseline period to fit the coefficients listed, which would then be used to predict in the post installation period. It is referred to as a Seasonal Time-of-Week Temperature model because it can be run independently for each season. Currently, seasons are defined as Summer (June-September), Winter (November-February) and Shoulder (all other months). 
[bookmark: _Ref100851779]Equation 1: Seasonal Time of Week Temperature Model

[bookmark: _Ref125578233]Table 4: Definition of Equation Terms
	Symbol
	Interpretation

	
	The observed kWh consumption for participant p in date-hour t

	
	The coefficient representing the base energy consumption for hour-of-week i, above or below the participant average

	
	A dummy variable for each hour-of-week i. Equal to 1 when date-hour t is in that hour-of-week, and 0 otherwise

	
	The coefficient representing the marginal consumption associated with a one-degree change in outdoor temperature for temperature bin b

	
	The value of temperature bin b. The construction of temperature bins is described in more detail below. 

	
	The coefficient representing the marginal effect of one kWh change in the comparison group granular profile g. 

	
	The average consumption of the granular comparison group profile g in date-hour t. 

	
	The error term for participant p in date-hour t



The approach described above requires comparison groups to be constructed but say nothing about which types of profiles should be included in each regression model. For each participant in the dataset, a variety of comparison groups can be mapped to the customer in question. With synthetic controls, because profiles act as right-hand-side variables, more than one non-participant profile can be included as part of the comparison group.
For commercial customers, the regression can contain up to seven granular profiles as right-hand side variables. The first set of granular profiles that are included in the regression are those of the same industry. That is, if the participant’s industry has enough premises to construct both small and medium/large segments, the regression will include four industry granular profiles (i.e. Coastal Small, Coastal Medium/Large, Inland Small, and Inland Medium/Large). If the industry does not have enough premises for the customer size distinction, the regression will include two industry granular profiles (i.e. Coastal All and Inland All). In addition to granular profiles of the same industry, other industries may also help to explain the consumption of an individual participant. Prior to receiving the first participants, we created a correlation matrix for all possible participant segmentations. Within a climate zone and customer size, we selected three additional industries that help explain consumption. These three industries are also included as right-hand side variables. 
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Small Medium/ Large Small Medium/ Large

Agriculture and Pumping

Automotive 2,216 438 1,926 333

Construction

Education 1,121 554 823 428

Full Service Restaurants and Bars 1,882 937 828 366

Gas Stations and Convenience Stores

Government-Institutional 7,975 852 5,360 550

Grocery 700 457 478 316

Health 3,542 751 2,130 447

Limited Service  Restaurants 1,705 1,025 887 659

Lodging 864 681 565 342

Manufacturing 1,971 1,025 1,271 732

Office 6,247 1,372 2,887 540

Personal Care Services

Property Management 7,192 1,273 3,560 383

Religious 692 231 647 256

Retail 3,838 904 1,976 496

Transportation, Communiciations, and Utilities 6,976 463 6,657 960

Warehouse 1,316 343 846 188
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